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�Notes and changes from version 2, entitled Reference Model for Digital Archiving Services, dated 19 December, 1995



Dear Reader,



This is a VERY ROUGH DRAFT.  In particular, it is not fully self-consistent in concepts and terminology.  It also includes comments about what has been done and what might be done in the future.  Section 3 is new and has been provided by Don Sawyer.  Section 5 is new and has been provided by Lou Reich.  It is heavily extracted from the work of the Z39.50 group addressing access to digital libraries.  It has not been integrated with Sections 3 and 4.  Lou has also provided a related scenario that has gone into Section 7.3.1.  Section 6 has not been updated from the previous version of this paper.  This update is waiting for greater agreement on the entities and their functions, and for consideration of the scenarios.  Updating the Section 6 diagrams is time consuming detail and needs to be based on a more stable understanding of the services to be provided.  Mike Martin has provided a Section 7.1 scenario on data ingest.



Despite the lack of full integration of the material, this version is being released because there is significant new material and there needs to be time for review prior to the US workshop on 19-20 March and the French workshop on 20-21 March.



The status of the various sections is summarized as follows:



o Title: revised

o New Table of Contents

o Section 1: No change

o Section 2 - Terminology:

	- Updated definitions

		- Independently Usable Information

		- Archived Information

	- New terms defined

		- Information Set

		- Physical Data

		- Logical Data

		- Data Model

o Section 3 - Overview: new section

o Section 4 - Archive Functional Entity Views:

	- Revised functional entity breakout figure (4-1)

		(it doesn't yet show the 'common services' entities)

	- 4.1.1 : Moved archive policy functions to section 4.2.6

	- 4.2.1 : Added initial bullet list of possible ingest functions

	- 4.2.6 : Archive Management: new section

o Section 5 - Data Modeling View: new section largely extracted from recent work by

             Z39.50 effort addressing access to digital libraries

o Section 6: Not updated from previous version of the paper.  Waiting more agreement on

             the entities, their functions, and related scenarios.

o Section 7 - Scenarios:  missing section material except for:

	- 7.1: new section

	- 7.3.1: new section

o Section 8: No change - needs expansion

o Section 9: new issues and some responses

o Annex A - OMT Diagram Notations: new section from Lou Reich



Please provide comments at any time to Don Sawyer or Lou Reich at:

sawyer@nssdca.gsfc.nasa.gov or louis.i.reich@gsfc.nasa.gov



Thanks much,

Don Sawyer

NASA/GSFC
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1.  Scope of the Reference Model



The ISO Reference Model for Archival Information Services (AIS) provides a framework for a series of standards for application and user interfaces to open archival systems. The AIS Model identifies a high-level abstraction that underlies current archival systems. It defines common terminology and concepts that allow the architectures of existing and future systems to be described and compared. The AIS Model provides a conceptual and functional framework within which independent teams of experts may proceed with detailed AIS definitions. At the highest level of Reference Model, all analogue and digital data in a reproducible form are included. Services will address digital information with possible pointers to analogue information. 







2.  Key Definitions



Archive : A repository that intends to preserve information for access and use

by one or more designated communities.



Information:  Any type of knowledge that can be exchanged. 



Data : The representation forms of information. 



Preserve Information:  The information is expected to be correctly and independently usable by the designated user community. 



Independently Usable Information: Metadata must be sufficient for the data to be used by the designated user community without having to resort to special resources not widely available, including named individuals.



Metadata : Data about other data. 



Information Set:  The total information given by the all the data representations, both logical and physical, in a finite set of physical data.



Physical Data:  Information representation forms that are physically observable properties.



Logical Data:  Information representation forms that are NOT directly physically observable, but are inferred from established rules.



Archived Information: Information, represented by digital  or non digital data, that is being preserved for public access over the long (indefinite) term. The information is deemed to be understandable to one or more segments of the public.  For the information to be preserved, the underlying representations may be changed as needed to maximize information preservation.  



Data Model:  The collection of representations and their relationships which apply to a particular logical or physical data representation.



Reference Model: A reference model is intended to establish a framework for the development of consistent standards or specifications. A reference model is based on a small number of unifying concepts and may be used as a basis for education and explaining standards to a non-specialist. (A reference model should be compatible with other, existing, reference models to the extent practical.) (Recommend we delete this parenthetical because it is so subjective and really not germane to the definition. - DMS)





3.  Overview



3.1 Information Preservation



This archival services reference model takes the perspective that the primary objective of the archive is to preserve information for use by a particular (broad or narrow) sector of the public.  



Information is understood to be any kind of knowledge that can be exchanged.  This information is represented by data, and the collection of data representing a set of information usually involves a variety of physical and logical forms.  Each of the involved forms represents some fraction of the total information in an information set.  For example, physical forms include paper, ink on paper, microfiche, transparent symbols on opaque microfiche, CD-ROMs, pits in an aluminum substrate of a CD-ROM, magnetic tapes, magnetic domains in a magnetic tape, voltage signals on a wire, etc.  These are all physically observable properties and we include them as a type of physical data that can represent information.  Logical forms are composed of rules that are applied to physical forms, and to other logical forms, to build representations of complex information.  For example, logical forms of data include the rules by which magnetic domains are recognized as bits, by which bits are recognized as text characters and numbers, by which text is recognized as English, and by which English and numbers are recognized as defining a particular situation such as a scientific observation.  The result of applying rules to one form of data results in the creation of a new form of data, which is new information.  For example, knowing that the ASCII code rules apply to a sequence of bits allows the bit data to be seen as ASCII characters, which is new information not present in just the recognition of bits.



A particular information set instance is represented by physical data and logical data.  Each representation can be viewed as a collection of rules that apply to some target data, and that result in another set of data which is also information to those that understand the rules.  The result is a view of an information set as a set of representations with strong hierarchical relationships.  All the representations must be understood, including the extent of their application, if the claim is that all the information in the information set is fully understood.  In the daily practice of information exchange, most of the representations involved in an information set do not need to be understood explicitly by human consumers of the information.  This is because many of the representations are quite common, such as ASCII and ISO-9660 CD-ROMS, so only a minimal indication of the involved rule sets are needed to allow common hardware and software systems, which have embedded understanding of the representations rules, to convert lower level physical and logical data into more meaningful logical data views.  



From the point of view of an archive, all representations evolve and/or eventually become very uncommon.  Therefore an archive can not rely only on the presence of commonly available hardware and software to preserve its information.  It must understand all the representations used in its archived information, and it must have a strategy and operational program to avoid information loss.  This strategy will need to distinguish, at the level of each information set, those representations that need to be preserved and those that can be replaced by more current standards.  For example, ASCII may be eventually overtaken by UNICODE.  Information represented by ASCII may be held and distributed long after ASCII has fallen from general usage because the information set in this form has historical significance, or because there is still a significant, though small, fraction of the user community that expects this form.  In this case, the archive may need to include the representation rules for ASCII (in some understandable form) when disseminating the information set.



From this perspective, it can be stated that an archive needs to know all the representations used in its archived information and where they apply, and it needs to have, or be sure it can obtain from some other archive, understandable specifications of the rules in each representation.  This will allow it to either convert the information set to a new representation, and/or adequately document the existing representations in a way that is understandable to the designated user community.  The archive policy on representation conversion and description, which may be information set dependent, will need periodic review to account for new technologies, new customer expectations, and new external management requirements.



In practice, an archive will receive an information set from some producer.  The archive will need to identify all the embedded representations and where they apply.   This constitutes the data model of the information set received.  The archive will have to determine which of the representations it needs to preserve.  Stated another way, it will have to determine which information is critical for preservation.  Representations may change as long as this critical information is fully represented.   The archive will have to decide which of the changeable representations it will actually change (if any) as it ingests the information set into the archive.  For example, one of the determining factors may be the need to be able to provide the information set to consumers in a form where none of the logical data representations have been changed.  This requires reproduction on the same type of media for distribution to customers.   As long as this is not the only form in which it may be provided,  long term preservation of the really critical information should be possible.  The archive will have to determine the characteristics of the designated customer community for the information set so as to assess the communities ability to understand the representations that will be present in the information sets that will be disseminated.  The disseminated information sets may need to be augmented with additional metadata, understandable to this community, for those representations inadequately identified or described in the submitted information set.





3.2 Environmental View



To better understand the context surrounding an archive, and thus further delineate the domain of the archival services reference model, Figure 3-1 provides an environmental view. 



The Archive is seen to consist of Managed Entities and a Management Entity.  The Managed Entities contain the archived information and they support various services.  The Management Entity ensures that the responsibilities of being an archive are discharged and it controls the overall operation.   Its most important responsibility is the preservation of its archived information.  The entities may have centralized or distributed implementations, as appropriate.  These entities may be implemented as fully automated functions and services, or they may include services provided by individuals.



�



Outside the Archive are Producers, Consumers, Higher Management, and other archives.  Producers interact with archive services to provide information to be archived.   Higher Management sets archive  management requirements that are consistent with a  management environment need in which the archive is only one of its responsibilities.  Consumers interact with archive services to find information of interest and to access that information in detail.  Other archives may act as producers or consumers with a particular archive, and archives may establish particular agreements among themselves consistent with Higher Management and Management Entity needs.



3.2.1 Producer



The Producer establishes a Submission Session with the archive, which may span any length of time from seconds to months or years.  Within the submission session, one or more Data Deliveries, usually with significant time gaps between deliveries, take place.  However, all Data Deliveries within a Submission Session are recognized to belong to that session.  A Data Delivery contains one or more Information Objects that are delivered at essentially the same time, or over a period of time in which the data content flows nearly continuously.  For example, a Data Delivery my consist of a CD-ROM, a set of tapes arriving together, or the electronic transfer of a set of files.   An Information Object is expected to meet minimum archival requirements for completeness so that it may be fully ingested into the archive.  This means that the information contained therein can become available, in principle, to archive Consumers.  Each information object is also an information set and it conforms, by definition, to some data model.  When multiple information objects are included in a Data Delivery, their data models may be the same or different.



3.2.2 Consumer



The Consumer establishes a Request Session with the archive, which may span any length of time from seconds to months to years.  Long sessions allow support for standing requests which will cause the archive to provide information for the Consumer on a periodic basis.



During a Request Session, the Consumer will provide one or more Request Information Sets, or simply Request Sets.  The Consumer may request such things as: 

   o List of provided services

   o Types of information archived

   o Requirements for Producers of information to be archived

   o Data models used for ingest and dissemination

   o etc.



The Consumer, or his/her surrogates, will receive back from the Archive, one or more Data Deliveries.  Multiple Data Deliveries  may have significant time gaps between them and may go to any combination of Consumer and surrogates.  Each Data Delivery will be composed of one or more information objects that are delivered at essentially the same time, or over a period of time that is nearly continuous.  These information objects are expected to be fully understandable and independently usable by the Consumer and his/her surrogates.  There is no a priori assumption that the data models for each information object, in a Data Delivery, need be the same.



3.2.3 Higher Management



Higher Management interacts with the archives Entity Management by providing policy guidelines and by receiving statistics relevant to evaluating adherence to the policy guidelines it has provided.



3.2.4 Other Archives



Other archives may interact with a particular archive for a variety of reasons and with varying degrees formalism for any pre-arranged agreements.  They may act as producers such as when responsibility for archiving a type of information is to be moved to another archive.  They may rely on a particular archive for a type of information they seldom need and chose not to archive locally.  Such arrangement should have some formal basis, requiring communication, to help ensure that access to the needed information is not lost when the policies of an archive change.



4.  Archive Functional Entity Views



The Information Services of an archive may be broken into a number of functional areas and related interfaces as shown in Figure 4-1.  Although not shown in this version of Figure 4-1, there is a generic services layer which can be used to support  a large number of computerized applications that supports the archival services layer which is tailored for use by digital archiving applications. [At this level, I think this figure can also work for non-digital information objects. DMS]





The generic services layer contains two entities; a policy management entity and other- common-services entity. A brief description of the services provided by  each of these entities is given in section 4.1.  A more complete description of each entity  and  an analysis of the interfaces and services provided by each entity will be discussed in section 6 of this document.



The archive services layer contains six entities; ingest,  metadata management, storage, access, dissemination and archive management.  A brief description of the services provided by  each of these entities is given in section 4.2.   A more complete description of each entity and an analysis of the interfaces and services provided by each entity will be presented in section 6 of this document.
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4.1. Generic Services Layer Entities



4.1.1. Policy Management



The policy management entity provides mechanisms for supporting the formal definition of policies and the monitoring of compliance to policy.  An important differentiation between archives as defined in this report and other data storage sites is the existence of internal policies and external contracts to ensure the preservation of and access to the archived information over long periods of time.  Given the potential size and complexity of digital archives these policies could be impossible to support without automated assistance.  



4.1.2. Common Services



Modern, distributed computing applications assume a number of supporting services such as interprocess communication, name services, temporary storage allocation, exception handling, security, and directory services. This entity provides a single repository for these services. [As the reference model becomes more refined, this entity may be split into several entities if appropriate.]



4.2. Archive Services



4.2.1 Ingest



This entity provides the services and interfaces to acquire and accessioned, that is, prepare, information objects for the archive.  The accession process involves both describing and cataloging the information objects and securing them for storage and access.   This may include staging of information in preparation for full acceptance, confirmation of receipt, and validation  or creation of  required metadata.  Ingest functions include: 

	o Support producers by providing mechanisms to identify a Submission Session

	o Accept Data Deliveries within a Submission Session

	o Extract Information Objects from a Data Delivery

	o Check Data Deliveries and Information Objects for conformance to minimum archive ingest requirements and initiate results-recording transactions.

	o Acknowledge receipt and verification of Data Delivery to providers, and provide sufficient detail to allow provider to be reasonable certain that the Data Delivery was received as provided.  Initiate recording transactions.

	o Determine profile of information representations used in each Information Object, and determine the relationships among these representations.  Initiate recording transactions.

	o Determine mapping to archive internal data model.

	o Determine any special requirements for access and dissemination of information carried by the Information Objects.

	o Extract, or otherwise obtain, the metadata needed to populate the archives internal data model implementation in support of generic and special archive management, access, and dissemination needs.

	o Perform any needed representation transformations on the information objects.

	o Initiate recording transactions to populate metadata and storage components of the internal data model implementation.

	o Initiate testing of Consumer access and dissemination services to ensure the information from the Information Objects is archived and is retrievable.



[Key technology areas include data packaging and metadata. Existing standards include SFDU, BENTO(OpenDoc),FGDC metadata standards.] 



4.2.2  Storage





This entity provides the services and interfaces  for storage and retrieval of data products from long-term stores (i.e. media). This may include transfer to or from staging storage   and  long term storage, and management of multiple types of media.  The automated migration of products to new physical volumes would be  accomplished internally by this entity. Storage functions include: [TBD]



[Key technology areas include file storage management systems (FSMS), media evolution, data compression, and database management systems (DBMS). Existing standards include the IEEE Mass Storage Reference Model , POSIX, and SQL92 (and SQL3).] 



4.2.3 Product Metadata Management



The entity contains the services and interfaces for populating, maintaining,  and querying catalogs, directories, inventories and related metadata stores.   It provides services similar to those of a current database management system in the development and maintenance of schemas.  Metadata Management functions include: [TBD]



[Key technology areas include database management systems, metadata, hypertext, data modeling. Existing standards include SQL, HTML, POSC,STEP/EXPRESS.] 



4.2.4 Access



This entity contains the services and interfaces that allow external information consumers including other archive sites to query, browse, and order information objects . Providing access to digital information in a distributed network environment means above all that the archive is connected to the network using appropriate protocols and with bandwidth suitable for delivering the archive’s information.  The archive has an obligation to maintain the information in a form so that users over the network can find it with appropriate retrieval engines and view, print, listen to or otherwise use it with appropriate output devices.  With respect to access, digital archives also have the responsibility to manage intellectual property rights by facilitating transactions between rights-holders in the information and users and by taking every reasonable precaution to prevent unauthorized use of the material. Access functions include: [TBD]



[Key technology areas include request brokers, WWW browsers, WAIS, DBMS,data mining(AI), human machine interface(HMI) and data modeling. Existing standards include SQL, Z39.50, and OMG CORBA and services.] 



4.2.5 Dissemination



This entity contains the services and interfaces that send copies of requested information to information consumer. The services include staging to on-line storage, notification to users of availability or direct dissemination via a protocol such as http or hard media.  Dissemination functions include: [TBD]



[Key technology areas include transportable media, network, file transfer

protocols, and data/object packaging techniques and re locatable code (e.g. Java).Existing standards include CDF, HDF, BENTO, SFDU, SDTS, TCP/IP, FTP,OMG CORBA and services, and Remote Data Access(RDA).] 



4.2.6 Archive Management



This entity contains the services and interfaces that identify, implement, maintain, and monitor conformance to, archive policies.  Some of the areas where policies are required include:



       Costing policies 

       Media monitoring for degradation 

       Provision for backups 

       Product identification 

       Interactions with other archives  ( e.g. , federations )

       Preserving information under impending archive dissolution



Daily operations are monitored and priorities and schedules involving multiple entities are set.  Archive Management functions include: [TBD]





�

5.  Data Modeling View



When an information object is ingested by a digital archive various metadata objects are created to assist in the long-term preservation of and access to the

information contained in that object. When the information object is stored or migrated additional metadata objects are created to assist in the preservation and access process. The structure and content of these information and metadata objects form the data model of an archive.  There are three primary views of the data model,  the INGEST view,  the STORAGE view,  and the ACCESS

view. 

 

The STORAGE view is purely internal to the archive and may be  based on the

IEEE Mass Storage Reference Model. The purpose of the STORAGE view is to allow the association of a unique object identifier and a bit string (digital object) for the purposes of storage and retrieval. 



The INGEST view is a combination of the physical file attributes (e.g. formats

and naming conventions) and the metadata required by an archive for acceptance of a request to archive an object or a collection of objects. This view will be very archive or discipline specific and may be negotiated on an individual customer basis.



The ACCESS view is the view seen by an information consumer when using

the archive access services described in section 3.1.2.4.  .   Significant resources may be invested in digitization and in the intellectual efforts of aggregation, organization, and description of the information in an archive. Yet to a remote user or client, the collection may appear to be nothing more than an accumulation of objects and undifferentiated data, because there is no agreed-upon semantics for navigating the archive., to locate and retrieve objects of interest.  A common high level ACCESS view is required to enable the use of a common client to search for information resources among heterogeneous archives.



The remainder of this section is devoted to describing a potential starting point for an archive ACCESS data model. The high level model described in section 5.1 is based on the "Z39.50 Profile for Access to Digital Collections - Draft  Five 1/22/96".  The purpose of this profile is to specify  a conforming subset of Z39.50-1995 for access to digital collections organized via descriptive information whose structures are described within this profile. It provides semantics for navigating digital collections, to locate and retrieve objects of interest. The exact syntax of the z39.50 protocol is not of interest to the archiving effort, however the semantics and the object model discussed seem to provide a sound basis for a high level archive ACCESS view of data. Much of the material in section 5.1 is taken directly from the relevant sections of the Z39.50 Profile which is undergoing substantial revision. This section will be modified as necessary to reflect updates to the source document.



Section 5.2 specializes the high level data model presented in 5.1 to reflect experiences in the  design of archives for Earth Observation disciplines. The

data model presented is based on the schema design for the CEOS Catalog Interoperability Protocol (CIP), the NASA EOS Core System(ECS), and the CNES

concept paper "Preliminary Classification of Metadata: Proposal" by Claude

Huc .  This section is intended to provide an illustration of the usability of the

ACCESS data model  in the archiving of the large digital datasets common in scientific archives and investigates extensions to the Digital Collections Protocol needed for a Digital Archives Protocol. This process will need to be completed for many discipline archives prior to the development of a general  ACCESS data model.



5.1. Overview of Digital  Collections Profile Data Model



This section summarizes the high level data model presented in chapters

2 and 3 of the "Z39.50 Profile for Access to Digital Collections ". More detailed information is available in the referenced document.



5.1.1  Scope Limitations/Assumptions



   -  This model treats digital objects as atomic, that is, their content is

      opaque. Thus the profile addresses searching descriptive information

      rather than searching digital objects.  More specialized models may wish to

      model objects such as museum objects, satellite photographs, geospatial

      data, or chemical compounds as having content.

   -  Similarly, this model treats descriptive items (e.g., finding aids,

      exhibition catalogs; see 5.1.3.2) as opaque, though clients may have at

      their disposal helper applications that are able to process or display

      them. As with digital objects, more specialized models may model the 

      content of descriptive items.

   -  This model does not model complex relationships among objects of all

      classes. It is anticipated that more specialized models will do so for

      specific object classes.

   -  This profile does not address distributed databases. It does, however,

      address collections that may be distributed over servers. Thus for the

      set of databases corresponding to a collection, different databases may

      reside on different servers, but no individual database is distributed

      across servers.

 

5.1.2 Model of an Object



An object is a physical object (PO) or a digital object (DO). For any given

PO, there may or may not be a DO which is its digital representation. Any

given DO may or may not be the digital representation of some PO. A DO may be

text or it may be a digitized object; in any case, this profile treats a DO as

opaque. 





5.1.3. Model of a Collection



 A collection is a group of related objects and/or collections, possibly

distributed over multiple servers. Thus a collection is a tree, where leaf

nodes are objects and non-leaf nodes are sub collections. The grouping, or

aggregation, is defined by an institution, or a group of institutions over

which the collection is distributed.



Any collection in a collection tree may have zero or more parent

collections (immediately superior), zero or more child collections

(immediately subordinate) and zero or more context collections. (For a given

collection, a context collection is a superior collection, though not

necessarily immediately superior,  that the server considers to be a root

collection in the collection tree, from the point of view of the given

collection, for purposes of navigation.) An object in a collection may belong

to other collections.



A collection is a different logical construct than a database, in several

respects:

   -  A database is an aggregation of records, and a collection is an

      aggregation of objects, some of which may be physical objects.

   -  The apportionment of records into databases might be based on very

      different criteria than the apportionment of objects into collections.

      For example, a server might provide the following databases: Books,

      Serials, Maps, Photos, Sound Recordings, and Motion Pictures, containing

      digitized books, serials, maps, photos, sound recordings and motion

      pictures, respectively. A single collection might contain objects from

      all of these categories, and therefore records (corresponding to objects

      in the collection) would be distributed across these databases. The

      collection might be organized by theme, while the databases are

      organized, for example, by media type.

   -  The property of belonging to a collection differs from the property of

      belonging to a database; section 5.1.6 describes this difference.

   -  A database resides on a single server, while a collection (that is, the

      databases corresponding to a collection) may be spread across servers.

   -  A single database may include records corresponding to objects in more

      that one collection.

   -  A single object might belong to more than one collections, while the

      database record for that object may be retrievable from only one

      database.

   -  An object might belong to a single collection, while the database record

      for that object is retrievable from multiple databases, which may be on

      different servers.



5.1.4 Descriptive Information



5.1.4.1 Descriptive Information and Content



Collections modeled by this data model are characterized by the logical

separation of descriptive information from content. This logical separation is

strictly a modeling assumption; it is not intended to constrain an

implementation; in general, a collection may include some DOs that are

completely self-describing, other DOs that include some self-description while

additional descriptive information is separate, and additionally, DOs where

descriptive information is completely separate.



Although the profile assumes a clear distinction between descriptive

information and content, some digitized data is neither clearly descriptive

information nor clearly content; it is the server's prerogative to decide. For

example, a PO, for which there is a digitized picture, could be modeled as a

PO with no corresponding DO, where the picture is treated as descriptive

information; alternatively, the picture could be treated as a DO.



In some cases, a server does not wish to separate descriptive information

embedded within a DO, for private reasons (not necessarily because the server

has judged the information logically to be content rather than description).

In these cases, for modeling purposes, that information, which might

otherwise be considered descriptive, is simply part of the opaque object.



5.1.4.2  Modeling Descriptive Information



Various descriptive aids pertaining to collections and objects exist, for

example, finding aids, exhibition catalogs, encoded archival descriptions, or

cataloging records. (This list of examples is purely illustrative and not

intended as exhaustive.)  Each is referred to by this model as a descriptive

item, DI. This model makes no attempt to enumerate DI types anticipates that

more specialized models will do so.



A DI type might (or might not) have a well-defined structure, however, a

client that implements this profile is not assumed to know its structure. From

the point of view of this profile, a client that retrieves a DI may either

display it to the user, or pass it to some application, not within the scope

of this profile, that can process it.



This model defines the structure of a descriptive record, DR, which is a

higher-level construct than a DI: A DR may include one or more DIs, in

addition to other information which describes a collection or objects within

a collection. The server will need to create DRs containing these DIs, however the server might simply create transient DRs upon request (this, however, is strictly an implementation matter). 



The model exploits organizational structures of DRs in order to allow a client

to navigate through hierarchically structured information. A coherently

defined set of descriptive data is used to manage and navigate collections of

otherwise undifferentiated data. These organizational structures allow the

data to be viewed as hierarchical, distributed collections.





The z39.50 profile does not specify how or if the DRs are to be stored internally, but does provide a formal description of the format for their transfer.  This is considered beyond the scope of this document however key attributes of a DR

will be discussed later in this section.



5.1.4.3 Describing Collections Vs. Objects



   A DR describes a collection or an object and is, respectively a DR-C or DR-

O. A DR-C may provide  an overall description of a collection, a description

of its sub collections, and/or collective or individual descriptions of some or

all of the objects in the collection (possibly including nested DOs and DR-Os;

see 2.7). For any given object, there may or may not be a DR-O, describing the

object. In fact, a DI might refer to the object (directly or indirectly) and

that may be the only reference (within the DR-C) to the object. In that case,

since a DI is considered opaque, the means by which that object is accessed is

not within the scope of this model.



5.1.4.4 Relationships



There are various possible relationships among a DR-O, DO, and PO:

  -   A DR-O might describe a DO, which is the digital representation of a PO.

  -   A DR-O might describe a PO where there is no DO.

  -   A DR-O might describe a DO where there is no PO (for example when the

      digital form is original).

  -   A DO (with or without a PO) might not be described by any DR (the DO

      itself might include sufficient description, for example, a caption that

      is an integral part of the DO).

  -   A DR-O might include the digital information that it describes so that

      there is no DO.

Finally, an additional information object type is recognized: a thumbnail

DO, which is a simpler version of a relatively complex DO. This object may be

included as a DI in  the DR-O or simply be associated with the DO

   Servers are afforded latitude in the manner in which they map elements of

a collection to DRs and objects. For example, a given DO, representing a PO,

might be largely self-describing, in which case its DR-O might be nominal, or

might not exist; a different server might also have (a copy of) that DO and

designate it instead to be a DI (and encapsulate it in a DR-O).  As another

example, a set of digitized photographs might be distinguished as distinct DOs

and aggregated into a collection or might be combined as a single DO. If they

are aggregated into a collection, there may be a single DR-C and there may or

may not be individual DR-Os for some or all of the individual DOs.





5.1.4.5 Datastore Model



A collection is represented by a datastore: part or all of one or more

databases on one or more servers. To any collection there corresponds a set of

databases that include the descriptive records for that collection (DR-Os for

objects and DR-Cs for sub collections), as well as some or all of the DOs.

  

This model does not prescribe where DOs reside; any given DO may reside

nested within the DR-C for the collection that it belongs to, nested within

its DR-O, as a distinct record within the same database as the DR-C or its DR-

O, on a different database within the same server, or on a different server.

      Note: Their is one exception to this rule. A DO which belongs to a

      collection, and which is neither described explicitly by a DR-O nor

      implicitly by a DR-C, must reside within one of the databases

      corresponding to the collection.



5.1.4.6 Belonging to a Collection



   For modeling purposes, the property of belonging to a collection is

restricted to objects and sub collections.



An object belongs to a collection if a DR describing the object (a DR-C

implicitly describing the object or a DR-O for the object) is included within

the databases pertaining to that collection (or, when the object is a DO, if

it belongs to one of the databases); the object itself is not (necessarily) in

one of the databases.



Thus the property of belonging to a collection differs from the property

of belonging to a database. For example, a DR-O, describing a PO in a

collection, belongs to one of the databases corresponding to the collection,

but does not belong to the collection; the PO belongs to the collection but

does not belong to one of the databases. Moreover, if the object in this

example were instead a DO (rather than a PO) it still need not (though it may)

belong to one of the databases corresponding to the collection.



 A sub collection belongs to a parent collection if a descriptive record for

the sub collection is included within the databases pertaining to the parent

collection.





5.1.4.7 Logical Nesting



  A DR-C may provide an enumeration of the objects in the collection it

describes.  Each item in the enumerated list may be a DR-O for the object, a

pointer to the DR-O, the DO itself (if the object is a DO), or a pointer to

the DO. When the DR-O or DO is included in the record, this means that the

server provides access to it as a (Z39.50) element of the record. In this case

the DR-O or DO is said to be logically nested within the DR-C.

      Note: Logical nesting does not imply any physical storage constraints.

      The nested DR-O or DO may in fact be physically external to the DR-C,

      but the target still provide access to it as though it were an internal

      element of the record.

   Similarly, a DO may be logically nested within a DR-O that describes it

(and that DR-O may or may not, in turn, be logically nested within a DR-C).



5.2. Specialization of the Digital Collections Model for Earth Observation (EO)



The process of specialization involves  the creation of subtypes of the objects

in the data model to more accurately reflect the details of the domain being modeled.  Figure 5-1 is an OMT diagram that illustrates the Digital Collections

data model discussed in section 5.1.  Annex A provides a guide to reading and

understanding OMT diagrams.



In current designs of EO systems there are two types of collections, Singletype

collection and Multipletype collections. Singletype collections are characterized as containing objects that are highly homogeneous with each

DR-O specifying the same metadata elements and each DO being created from

from a single evolving algorithm.  These singletype collections are referred to

as datasets or products in many current EO disciplines.



Multipletype packages contain objects selected from many singletype packages due to a common theme such as covering a similar geographic area or a geophysical event such as the great Midwest flood in 1993.  The  contained objects may be highly heterogeneous with each DR-O specifying significantly different metadata.



There tend to be four types of DIs available:

	Directory-which is used to find collections of interest

	Inventory-which is used to find objects of interest within a collection

Guide-which is unstructured text documentation about collections

	Browse-which is a thumbnail DO associated with a DO



The directory and inventory DI can be modeled as subclasses of the structured DI which are associated with a DR-C. The guide can be modeled as a subclass of the unstructured DI which can  be associated with either a DR-C or a DR-O. A browse is a  Thumbnail DO which can be  associated with a DR-O or the DO. 



A primary change to the digital collections model is the fact that the DOs may be very large and complex and  the servers may supply functions  to subset or subsample the data before delivery to the consumer.  This is an example of the specialization of DOs to eliminate opaqueness that is discussed in the limitations section in 5.1.1.



This can be modeled as a set of methods available to be applied to a specific DO or singletype collection. It does not matter if these methods are directly associated with the DO or specified in the associated Drs.





�

Figure 5-1. Digital Collections Data Model

�

There is currently a significant debate within the EO community whether the metadata and the content of data objects should be modeled as a single database or separated into a metadata only database with pointers to the digital objects. The current digital collections model supports either of these views.



Figure 5-2 is an OMT diagram that specializes the general digital collections

data model with the EO discipline specific objects and relationships. It should be noted that a complete data model would require the attributes of each description record and description aid. This was considered to be beyond the current scope of the archival reference model but may be considered in future versions of this model.





�

Figure 5-2. EO Specialization of Digital Collections



�6.  Detail services and interfaces view



The folllowing context diagrams(6-1 to 6-6) show all flows of data and services between the entities discussed in Section 4. The remainder of this section will analyze each entity using object oriented approaches to better understand the interfaces and services provided by each entity.

[TBD after workshop probably OMT diagrams]



�



Figure 6-1. Ingest Context Diagram

��



Figure 6-2. Metadata Management Context Diagram

��



Figure 6-3. Storage Context Diagram

�� Figure 6-4. Access Context Diagram

��

Figure 6-5. Dissemination Context Diagram

�

7.  Operational Scenarios



7.1 Data Ingest



The ingest function is responsible for bringing all data into the archive.  It is the primary interface with the data set producer and interacts with metadata management, storage and policy management to successfully enter new data sets into the archive.



�



Ingest - Producer Interface



This interface is responsible for communications between the archive and the data producer.  These communications include specifications and assistance for the data preparation process, specification of what data will be submitted to the archive, and when and how it will be submitted, and notification by the archive of the results of the ingestion activity.



The ingest function provides the producer with three items.  It provides a set of archiving standards and tools to be used in generating an archive package for submittal.  These standards will vary between archive systems, but should include minimum standards for documentation; acceptable data submission formats for text, software and digital data files; and acceptable media or procedures for data submission.  The archive system may also optionally provide tools to be used in generating or validating the archive package.  Second, the archive system provides data engineering skills in developing the project data management plan, designing data products and volumes and in delivering the products to the archive system.  Third it provides a validation report of the results of the data ingest activity which may require resubmittal of portions of the archive package.



The producer provides the archive with two major deliverables.  The Data Management Plan is a document which describes the data production environment, methods and procedures and the data products that will constitute the archive package.  It also provides a schedule for deliveries of the archive products to the archive (this schedule can alternately be provided in a separate document called an Archive Transfer Plan).  The second deliverable is the archive package itself, which will include data, metadata, documentation, software and ancillary data.  It is assumed that an archive package will go through a peer review process for validation prior to submission to the archive.



Ingest - Storage Interface



This interface handles the archive package received from the data producer and performs validation, metadata extraction and media conversion as necessary on the data sets.



The archive package received from the producer is transferred to the storage system.  The storage system will perform routine mechanical validation of the data content utilizing a checksum or crc mechanism, or alternately some provider developed software submitted with the archive package.  This validation will be performed on a statistically significant subset of received data to yield a 99.x? percent certainty that all data is valid.  Deviations found in this testing shall require resubmittal of all or portions of the archive package.  During the storage phase routine statistics of the physical characteristics of the data sets will be generated which will be transferred to the metadata management system to add to the data set catalog.  These may include record counts, file sizes, etc.  Other forms of metadata such as thumbnails or browse versions of data will be produced.  The ingest-storage interface may also involve conversion of submitted media to another media format (migration) or logical format (conversion) depending on negotiated agreements between the archive and producer.  As a minimum the storage system will routinely provide a backup copy of submitted data sets for safe keeping.



The storage function will provide status notices to the ingest function including validation statistics, and the results of any media or format conversion tasks or backup procedures.  Extracted metadata will be transferred to the metadata management function.



Ingest - Metadata Management Interface



This interface handles the transfer of metadata from the archive package to the archive catalog system.  It also includes metadata created during the transfer of archive data sets to the storage function (statistics, thumbnails, browse data).  



The ingest function provides the metadata management function four of the components of the archive package.  These include the directory, the guide, the data dictionary and the data set inventory(ies).  The directory entry (DIF) provides a high-level description for each data set in the archive package, summarizing the data content, spatial and spectral attributes, producer and applicability to users. The guide represents encyclopedic entries related to the data sets, including documentation of all components of the data gathering and data processing system which produced the archive.  The data dictionary provides specific definitions of all metadata and data parameters included in the archive package.  The inventory(ies) provide individual metadata values for each data granule in the archive package, either in tabular form or as text labels.



The metadata management function will provide status notices to the ingest function regarding the cataloging of the metadata components.  



Ingest - Policy Management



This interface provides standards and scheduling to be used in the ingest function.  The standards developed and maintained by the policy management function include data submission formats, metadata formats, documentation requirements and software requirements.  



The policy management function will maintain standards for submittal of directory information, guide entries, data dictionaries and inventory formats.  It will also maintain and provide a timeline of anticipated archive package submittals for use in scheduling resources of the ingest and other functions.  It will provide the ingest function with validation policies that need to be applied to data sets being ingested.



The ingest function will provide the policy management function with status messages including ingest statistics.



7.2 Data Migration



7.3 Data Ordering/Retrieval/Dissemination



7.3.1 Information search Scenarios (from Z39.50 Digital Collections Profile)



When a client connects to a server providing access to digital collections,

on behalf of a user interested in digital collection, the following scenarios

are possible.

   -  The user might know the name of a collection of interest, as well as the

      database where the DR-C for the collection resides.

   -  The user may know the name of a collection but not the corresponding

      database. In that case the client may attempt to search the well-known

      database 'distinguished-collection' to determine if the DR-

      C resides there.

   -  If the DR-C is not in the well-known database, the client might attempt

      to learn which databases in general correspond to collections  (via

      Explain [ed. note: this needs some work]) and search those databases for

      desired DR-C.

   -  It may be that neither the client nor the user knows any collection

      names, in which case the client may retrieve (brief) DR-Cs from the

      well-known database 'distinguished-collections' and display information

      to the user, including the name and a brief description.

   -  The user may select a collection and then navigate to other collections

      of interest: the client may retrieve the names (and brief descriptions)

      of parent collections, child collections, context collections, and

      related collections (for related collections, the client may retrieve

      and display a brief description of the relation). The user might select

      one of these collections, determine its parent, child, context or

      related collections, etc.



In any case, eventually the client retrieves a (brief) DR-C for a

collection of interest to the user. A number of possible scenarios might

ensue:

   -  The client might retrieve an enumeration of the DIs for the collection.

      For each DI, the client may retrieve the DI type, format, size, and a

      brief text description. The client uses the DI types and format to

      determine which DIs it can process or if not process, display to the

      user. The client then displays the brief descriptions (and size) of

      those DIs to the user, who then selects a DI of interest for the client

      to process or display.

   -  The client might retrieve from the DR-C an enumeration of the objects in

      the collection. For each object, the client retrieves a brief

      description for display to the user (if the number of enumerated objects

      is large, the client can retrieve a few at a time). For a given object:

         -- The client might retrieve part or all of the DR-O for the object,

            in particular an enumeration of its DIs, and, as in the DR-C

            scenario above, the client displays brief descriptions of DIs to

            the user, who selects a DI of interest for the client to process

            or display.

         -- Alternatively, the client might retrieve and display object

            metadata including a list of available formats for the object, and

            for each, its size, and level of integrity (see 5.4.9). The user

            might select a format and the client then retrieves the object in

            that format.

   -  The client may search the collection based on user supplied search

      criteria. "Search the collection" means search the databases

      corresponding to the collection, restricted to DR-Os which list the

      collection as its parent. User supplied search criteria is not addressed

      by this profile, but may be addressed by more specialized models. If the

      client and server both support Explain (note that there is no such

      requirement in this profile) the client may retrieve information about

      the databases, for example, attributes supported, in order to assist the

      user in formulating meaningful searches.

   -  The client might expand the search to apply to superior collections

      and/or subordinate collections.





8.  Classes of Archives

[This is only a list of characteristics that may be used to classify archives; it is not a classification scheme at this point.:

       Expertise level of the expected customers 

       Active (high ingest rate possibly driving factor) vs. static (low ingest rate) 

       Short-term vs. long-term storage requirements 

       On-line WWW/FTP delivery vs. media delivery 

       Size of data granules 

       Total size of archive 

       Complexity of subject area (e.g. single project vs. Multidiscipline) 

       Centralized vs. distributed 

[Add paragraphs explaining entities and scenarios affected-TBD after workshop]



9.  Issues



9.1. Should the access and dissemination functional areas be combined into one functional area.?



DMS response:  No, but it should be possible for any two or more functional entities to be collapsed into one entity that then provides the external services from that collection of entities.  Will this work, or will the services have to be different?



9.2. Explain the differences between digital libraries and digital archives.



DMS response:  It is not clear what the scope of digital libraries will be.  However assuming that a digital library is similar to a non-digital library, the archive differs in that the primary focus of the archive is on information preservation and the need to make representation conversions, over the long term, to maintain the important information.  Most likely a digital library will expect to get new versions of a source from a publisher if the older versions become too expensive to maintain.  Presumably they will not undertake representation conversions except possibly for the very most common, low level,  representation forms (such as new underlying media types).







Annex A. OMT diagram notation



 This section is an overview of the Object-Oriented methodology used by this tool to aid the reader in understanding the diagrams.

Object-Oriented methodology is a development paradigm that organizes a system as a collection of objects, each of which has data structure and behavior and which has meaning within the context of the problem that is being modeled. The methodology being used on the ECS Program is the OMT set forth by Rumbaugh, et al, in the book entitled Object-Oriented Modeling and Design. The foundation of OMT is the object model, in which the complete static structure of the system is captured in terms of graphical models.

The following material provides a tutorial on how to read an OMT object model. The tutorial is in the form of a walk-through of a sample model. Although the sample does not use all of the available notation, it uses most of the notation that will be seen in models that have been constructed for ECS. Before starting the walk-through, the following definitions should be understood.

• Object: An abstraction of something in the problem at hand, characterized by a unique name, distinct properties, and well defined behavior. 

• Class: A group of objects with the same meaning, properties (attributes), behaviors (operations), and relationships (associations) with other objects. 

• Generalization: Objects can be generalized into a more generic object class. For example, guides, program descriptions, and general system descriptions could be generalized into a common class called documents. The document class is then called the parent class of guides, program descriptions, and general system descriptions. 

• Attribute: a named property of a class, describing data values held by each object in the class. Classes describe the data property (e.g., color). Each object holds a value (e.g., green) for each attribute defined for the class to which the object belongs. 

• Operation: a part of the behavior of a class. Collectively, all of a class' operations define the things that objects of the class can do. 

• Link: a physical or conceptual connection between object instances -- an instance of an association (see the next definition). 

• Association: a group of links with common structure and common meaning -- a set of potential links. 

• Aggregation: The model also recognizes a specific kind of relationship, called Aggregation. It indicates that objects of one class (the aggregate) are composed of objects belonging to other classes (the components).

Figure 6-1 shows this notation used in the Data Model diagrams. The rectangular boxes in the model denote classes. Each box, shown in full detail, consists of three sections. The name of the class fills the top section, its attributes go in the middle section, and its operations in the bottom section. Sometimes in high level drawings, only the top section of the box, showing the class name is shown such as in Section 6-2. Sometimes the top and middle section of the box are shown such as in Section 6-3. A class may be the generalization of several other classes. In Figure 6-1, the "Parent Class" is the generalization of two other classes, each called a "Derived Class." Derived classes always include the attributes and operations provided by their parent classes. The diagrams, therefore, only show any additional attributes which the derived class may have.



�		Figure A-1. Example of an Object Model Diagram



Figure A-1 also shows that there are two classes, each called a "Component Class", have been aggregated into another class, called the "Aggregate Class". There may be design rules which determine how many instantiations of each class an aggregate may have. This is shown by providing an indication of the "Multiplicity" in the diagram. This indicator is a circle, with or without a number attached somewhere to the class rectangle. In Figure 6-1, the left component class must occur some number of times (one, or many), the right component must occur exactly once. The black color filled circle attached to the left component indicates that the class must exist; if the circle were not black filled the class would be optional (zero or one instances). Finally, classes may have one to one relationships, indicated by simple lines (no associated circles) on the design diagrams, they are labeled with the name of the relationship, and suggest an implied multiplicity of exactly one.

The material in this Section uses only the “Object Model Diagram” which is one of three types of modeling diagrams. It is used to illustrate the classes and attributes of objects that make up the data design and how the data are related to each other. 

============================================================


